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1. Aim: What is the Specific Issue? - Statement of the Problem. 

The problem is that data mining is a relatively new offshoot of data base technology, which has arisen primarily as a result of the ability of computers to:

· Store vast quantities of data in data warehouses. Data warehouses differ from operational databases in that the data in a warehouse is historical, it does not only consist of active records in a database. 
· Implement ingenious algorithms for the mining of data.

· Use these algorithms to analyse these vast quantities of data in a reasonable amount of time. 

The ability to store vast amounts of data is of little use if the data cannot somehow be organised in a meaningful way. Data mining achieves this by discovering the patterns in data that represent the knowledge. These patterns allow organisations to learn from past behaviour and exploit those patterns that work best for them.
There are a variety of algorithms available for data mining and they work in different ways. These algorithms can be separated into supervised and unsupervised learning techniques. It is of interest how well each category of algorithm performs on data and what kind of results are produced. 
Another important issue is usability of the algorithm, this includes aspects like methodology of use, ease of use, performance and scalability. To make best use of an algorithm the data must be analysed in a reasonable amount of time and in the easiest way possible. 
A subsidiary problem is that there are many powerful algorithms known to computing science, but only relatively few of them are actually implemented and marketed. The issue is why? It will be interesting to discern how more complex algorithms can be implemented by people in all business sectors.

2. Plan of Action: (Intended Approach). 

2.1 Literature survey (and other resources). 

Books available on the subject of data mining that will be useful are:

 Principles of data mining by David Hand, Heikki Mannila and Padhraic Smyth, Cambridge Massachusetts, MIT Press, 2001. This book will be important for understanding the concepts behind many of the algorithms. It also devotes a chapter to data preparation which will be useful when investigating the implementation of data mining in the Oracle database. 

Data mining: concepts and techniques by Jiawei Han and Micheline Kamber, San Francisco, California, Morgan Kauffmann, 2001; is a  book that has a large amount of information on the different algorithms used in data mining. Also discussed are the different uses for the algorithms and evaluations of them. This will prove useful for analysing performance of the data mining suite.
Data mining: a tutorial- based primer by Richard J. Roiger and Michael W. Geatz, Boston, Massachusetts, Addison Wesley, 2003; will provide the necessary background and practical knowledge required for the research and may be useful for understanding the processing involved in data mining.
Data Mining by Pieter Adriaans and Dolf Zantinge, Harlow, England, Addison Wesley, 1996. This book will be useful as it discusses data preparation and formal aspects of the algorithms used in data mining. The book also has examples of real life application of data mining and this will prove useful when conducting experiments.

Data Mining and Statistical Analysis Using SQL by Robert P. Trueblood and John N. Lovett, Jnr., USA, Apress, 2001. This book explores the statistical concepts behind data mining which may be useful for understanding when to use a specific algorithm. It also explains how to use SQL for data mining which may help if the project is extended to include that aspect of data mining.
Data Mining Using SAS Applications by George Fernandez, USA, Chapman and Hall/CRC, 2003. This work will allow for the understanding of the uses of data mining. As it discusses different methodologies used in data mining it will help with evaluations of results and software. The book also looks at emerging technologies in the field and may be useful for extensions to the project.
Mastering Data Mining: The Art and Science of Customer Relationship Management by Michael J.A. Berry and Gordon S. Linoff, USA, Wiley Computer Publishing, 2000. This book discusses data, algorithms and when it is appropriate to use a specific algorithm. Also presented are different methodologies used in data mining. This text should provide assistance for deciding how to go about conducting experiments.

Data Preparation for Data Mining by Dorian Pyle, San Francisco, California, Morgan Kauffman, 2000. This text discusses different data mining and modelling tools. It also looks at the data preparation process. Demonstration code is provided on a CD-Rom for running a data mining tool. This should be invaluable for experience with using data mining tools.
The White Paper: Data Mining- Beyond Algorithms  by Dr Akeel Al-Attar, available at http://www.attar.com/tutor/mining.htm, is a useful resource as it discusses techniques used at the moment  as well as current issues in the field. 

An article titled: Summary from the KDD-03 Panel—Data Mining: The Next Ten Years available at http://www.acm.org/sigs/sigkdd/explorations/issue5-2/pnl_10yrs_final1.pdf should provide ideas of further research into the field as well as information regarding the current state of the art.

In terms of the section of the project involved in investigating Oracle 9i data mining there are many sources available on the organisation website. 

A manual for Oracle9i Data Mining is available as part of the Oracle9i Database Documentation Library at http://www.lc.leidenuniv.nl/awcourse/oracle/datamine.920/a95961/preface.htm. This manual is aimed at  anyone planning to write Java programs using the Oracle9i Data Mining API. Familiarity with Java, databases, and data mining is assumed.

The resources at this site will provide more insight into the Oracle data mining suite including benefits associated with using the suite. The site contains FAQs associated with the Oracle9i data mining suite. This will prove very useful for getting to grips with the product as well as understanding the workings of the product. It can be accessed at: http://www.oracle.com/ip/deploy/database/oracle9i/collateral/index.html?bi_dm_faq.html.

This literature survey is intended to be a starting point. As the project progresses, more detailed resources will be required. Also to be considered are resources such as software vendors and product websites other than Oracle. These may help in comparing the performance of Oracle data mining to that of its competitors. 

2.2 Install software for Oracle 
In order to become familiar with the package, the Oracle software will have to be installed. It will have to be determined if the correct options for the data mining are installed. This task may be extended to the installation of other commercial data mining suites if a comparison between data mining suites is required. 
DB2’s Intelligent Miner could be considered as another commercial data mining suite as this suite has an application programming interface for the development of customized applications. This product also has a graphical front end which may make the task of learning to use it less difficult.
Informix’s Data Mine is another option to be considered. This tool is server based and is located in Informix’s Red Brick Warehouse. The tool actually forms part of the database engine. This suite also has a number of documented use cases.
2.3 Get to know the Oracle suite (a major task).
In order to conduct a thorough investigation of Oracle Data Mining it will be necessary to become familiar with the suite. This should be a major task and will involve running the data mining suite on sample data. It will be necessary to discover how JDeveloper, Oracle9i’s Java based API, is run against a database.

Oracle’s JDeveloper is an integrated development environment that provides support for modelling, developing, debugging, optimizing, and deploying Java applications and Web services. It is used by the data mining suite to allow the programmer control of all data mining functions. This means that advanced users can implement complex settings while inexperienced programmers can have the process automated for them. JDeveloper controls data preparation as well as model building. Oracle9i’s JDeveloper enables access to the two data mining algorithms embedded in the Oracle9i Database. It will be important to understand how the API accesses the algorithms and how it implements their use.

JDM(Java Data Mining) is emerging as the data mining standard and is supported by Oracle, Sun, IBM and others. Oracle9i’s JDeveloper complies with the standards of JDM. It will be necessary to become proficient in the use of this API.

DM4J( Data Mining for Java) is the new Graphical User Interface for Oracle9i Data Mining. The GUI should simplify the process of building and testing the data mining models. If it is possible to gain access to this tool it may prove interesting to compare its use with that of JDeveloper.

2.4 Investigate and Evaluate Oracle9i’s Data Mining Suite
 In order to investigate Oracle data mining it will be necessary to investigate the product’s two major algorithm types and to determine why only these two types are used. Also useful will be researching success stories involving the data mining suite in order to show the effectiveness of the techniques. 

3. Addressing the Problem: 

In order to address the research problem it is necessary to became familiar with Oracle and to run Oracle against a database. This will involve running the different algorithms available in the data mining suite. The results of these tests will have to be documented and analysed for performance and effectiveness.
4. Expected Results: 

At the end of a project it is hoped that it will be possible to say conclusively whether Oracle's data mining capabilities are inferior or superior to anything else in the market place and why this can be stated.
5. Possible Extensions to the project:
5.1 To have sufficient knowledge of the topic to give recommendations or feedback:

· to Oracle regarding their data mining suite.
· to IT customers wanting to purchase data mining suites. 

5.2 Explore the field of Random stereograms - could a computer see them? If not, why not? 

