
Virtual Honeypots: Management, attack analysis

and democracy

Samuel Oswald Hunter

8th March 2010

1 Abstract

A honeypot is a device or service that operates in a network and waits for any
form of nefarious or malicious interaction to be initiated with it. All interaction
with a honeypot is closely monitored, as analysis of the interaction can provide
information concerning vulnerabilities, worm propagation, targeted ports and a
detailed attack model in the event of a full compromise. This paper will provide
an overview of some honeypot technologies and tools, this includes monitoring
and securing a honeypot and legal as well as ethical considerations when oper-
ating a honeypot or honeynet. The paper will also show how the information
obtained from the analysis of collected data might be used to generate useful
outputs. I will look at security metrics, what they are and how we should use
them. There will also be a brief overview of some considerations that should
be kept in mind during data visualisation. Lastly the paper will provide a sug-
gested approach on how this information might be securely aggregated between
geographically dispersed honeypots and a central management node for further
analysis.

2 Introduction

Honeypots can be deployed in many different flavours, a single physical host
could act as a high interaction honeypot alternatively that same host could
emulate 10 virtual honeypots thus creating a virtual honeynet. Low and high
interaction refer to the level of compromise we allow an intruder to achieve on
the honeypot. A honeynet is normally created by setting up multiple virtual
honeypot services using a tool such as Honeyd [6]. Applications like VMware
and User mode linux (UML) allow us to run multiple instances of different op-
erating systems (OS) concurrently on a single physical machine, thus allowing
us to easily capture data from multiple honeypots running on one host. When
you have multiple honeypots running concurrently it is known as a honeynet.
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By analysing the data captured from a honeypot it is possible to learn more
about attack patterns such as how an attacker might elevate their privileges to
gain root access on a box. Other information could also be determined like what
type of attacks are currently the most prevalent, which ports they are targeting
and which services they try to exploit. Depending on the interaction level of
the honeypot, different information could be gained. Some low interaction hon-
eynets don’t reply to any packet requests, which prohibits them from completing
a TCP handshake and thus they can never receive any TCP payload, they can
however receive UDP payloads for analysis. The amount of time spent manag-
ing honeypots is also dependant on the level of interaction you have allowed on
your honeypots, low interaction honeypots are much easier to manage as they
are normally just emulated services while high interaction honeypots are more
time consuming. The main reason for this, is that it takes allot longer to clean
and analyse a high interaction honeypot after a compromise as opposed to a
low interaction honeypot, where little or no comprimisation is possible.

It should be noted that honey pots and Intrusion Detection Systems (IDS) are
not the same. An IDS is dependent on the vulnerability signatures it shipped
with to identify intrusions, IDS’s also normally sit on live networks so there is a
high rate of false positives, where as a honeynet sits on address space that should
be unused and thus very little legitimate traffic should exist there. Honeypots
also have another major advantage over IDS’s and that is that a honeypot can
log the keystrokes and monitor all aspects of the activity there on, an IDS is
rendered almost completely useless as soon as the intruder uses any form of
encrypted communication.

Honeypots may also be used to slow done spammers, by running a service known
as a tarpit. Two of the techniques used to create a tartpit are Throttling and
Persistent capture and may be implemented when using LaBrea [7].

3 Honeypots, the art of entrapment

The degree to which you want an intruder to be able to interact with your
honeypot is an important consideration when choosing the honeypot services
to install. The two main categories that honeypots are divided in (apart from
physical and virtual) are low and high interaction honeypots. Low interaction
honeypots are mostly used to gather information at a higher level; such as
analysing network probes, worm propagation and spammer activity. [14] While
high interaction honeypots are used for more in-depth analysis of attacks, such
as to determine the tools an attacker might use, the sequence of the attack, irc
servers and channels the attacker makes use of and the purpose of the attack.
Honeypots also act as a decoy to lure attacks away from production machines.

There are certain legal and ethical considerations one should take when op-
erating a honeypot. If the honeypot has been compromised you would not want
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the intruder to use it as a stepping stone to launch further attacks or use the
honeypot as part of a Distributed Denial of Service(DDoS) attack. The exe-
cution of a DoS attack by your honeypot may be avoided by limiting the tcp
connections per day and limiting the amount of ICMP traffic allowed per day.
There are many tools that exist that could protect other hosts and stop the
intruder from using the honeypot in a malicious manner without immediately
alerting the intruder. To prevent against specific (known) exploits an Intrusion
Prevention System (IPS) could be used such as snort-inline [3] which is a tool
based on snort [9]. Snort-inline has the ability to modify or drop outgoing
packets in real-time by using the netfilter/iptables functionality.

The rest of this section will provide an overview of some tools and technologies
currently used to create and operate high and low interaction virtual honeypots.

3.1 High Interaction

Creating a virtual high interaction honeypot requires VMware or UML to allow
for the emulation of one or many different operating systems (OS) on top of your
host OS. Monitoring needs to be done at the host and the guest system, the dis-
tinction is made as follows: the machine running the VMware is the host and the
guest system is the system being emulated by the VMware on the host machine.

At the host system we need to capture all network traffic coming in and go-
ing out of the honeypot. This can be done by using tools such as tcpdump [10]
or wireshark [5]. In addition to the packet capturing that will be used later for
analysis, software such as snort [9] may also be installed on the host system to
identify and learn more about the actual attacks that are happening on your
honeypot

The guest system needs to be closely monitored; in the event that the attacker
uses an encrypted SSH session to connect to the honeypot the packet capture
and snort analysis done by the host system will be rendered useless. This is
why we install the tool sebek [8] client which runs at the kernel level and
transparently captures events that occur on the honeypot, such as keystrokes.
To connect the virtual machine to the internet the virtual machine’s Ethernet
adapter needs to be in Bridged mode you also need to have an ip address avail-
able for your virtual machine.

Before allowing the honeypot to go live you need to setup a honeywall to protect
your honeypot and other computers on the network. A honeynet has 3 main
tasks. Data capture of all network activity within the honeynet, this should be
done without the attackers knowledge. The honeywall must be able to control
of all traffic entering and exiting the honeynet (to prohibit malicious activity
from leaving the honeypot). Lastly the honeywall should provide data analysing
tools to simplify analysis and network forensics [14] . This can all be achieved
by running the sebek server.
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An interesting aspect about high interaction honeypots is that they have the
ability to detect zero-day exploits. A zero day exploit refers to an exploit for
some vulnerability that has not yet been recorded, meaning there are no patches
to fix the vulnerability and IDS’s aren’t able to detect it since it does not have
the signature for that exploit. Since the entire state of the machine is moni-
tored, any change will be notices and may be analysed, sometimes it gets tricky
when exploits are deployed with a time delay trigger making it more difficult to
detect when and by what the state of the machine was changed.

3.2 Low Interaction

Low interaction honeypots by design don’t allow you to gather as much in-depth
information on attacks as high interaction honeypots. Depending on the infor-
mation your after, the trade off in information is offset by the ease of deployment
and maintenance. Low interaction honeypots serve a different purpose, they are
used for more quantitative information gathering, such as determining the pat-
terns of worm propagation and port scans, even picking up on passive traffic
such as the SYNACK replies received after a DDoS attack against some host
due to the attacker spoofing some of the ip addresses of our honeypots (during
its random source ip generation).

Another example of the uses of low interaction honeypots as set up by LaBrea [7]
and Honeyd [6] is that they could intercept ARP requests and answer them, thus
allowing them to establish TCP connection and save payloads, which could al-
low us to observe worms such as code red [11]. Not executing the payload saves
time as the system does not become compromised and there is thus no need to
perform a clean up to restore it to a safe state.

Another honeypot that’s service is very similar to the above is The Tiny Hon-
eypot (thp) [4] which presents a login banner and a root shell service on any
connection to any port and then collects all the data it gets. Thp binds to a
single port by using xinetd and then makes use of a built in firewall to re-direct
all traffic to the port that xinetd is listening on.

Honeyed is able to maintain a honeynet and is designed to reply to packets
whose destination IP address belong to one of the simulated honeypots. To
accommodate this the network needs to be configured correctly, this may be
done by creating special routes for the virtual IP addresses that point to the
Honeyd host, making use of network tunnels or by making use of a technique
called Proxy ARP [15].

Nepenthes [1] is a honeypot service used to collect malware, instead of oper-
ating as a high interaction honeypot with vulnerabilities, Nepenthes simply em-
ulates vulnerable network services. This however means that it can only collect
malware that spreads autonomously. Nepenthes emulates vulnerable windows
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services, but runs on linux, which means even if the malware it has stored tried
to execute the binaries wont effect linux.

4 Attack Analysis and Denial of Service

This section of the paper will contrast the different information that could be
obtained from the analysis of an attack and how this information differs between
the analysis of the data from a low interaction honeypot and that of a high
interaction honeypot.

4.1 High Interaction Honeypot: Anatomy of a hack

The following is an example of the information that can be learned from an
attack and is taken and adapted from a case study out of the book Virtual
Honeypots [13]. Often the first action against your honeypot that will lead
to a compromise is the use of a vulnerability scanner by an attacker. These
vulnerability scanners look for exploits and often return further finger printing
information such as operating system details and lists of services running.

Once and attacker has found an exploit or is aware of the operating system/services
running (often indicated by open ports) they can do further research and try
more specific exploits. Once they find vulnerability such as a remote code in-
jection exploit the first thing they would do is upload a shell into the honeypot,
this will allow them to more easily communicate with the host (often the shell
will execute with the same privileges as the web server).

Next you will see many files being downloaded from different locations, often
the attacker will use there tools to try and find other vulnerabilities that will
allow them to escalate their privileges to root. Once root privilege has been
gained it’s over, the attacker will upload and execute a rootkit which will often
install several trojaned binaries to hide its presence. An example of this could
be an application that replaces netstat, it runs the same service and produces
the same output except that it never shows the attackers connections. Once
the compromise has reached this level the attacker will start downloading more
tools and use the compromised honeypot to start scanning other hosts using
the honeypot as a stepping stone. Sometime the compromise machine will play
host to phishing sites or be used as an ftp server for the attacker to store and
download their tools from.

4.2 Low Interaction Honeypot: Anatomy of a horde

Denial of Service attacks or Distributed Denial of Service (DDoS) attacks cause
a loss of service to users by using up all the available resources at the target
host (bandwidth, processing power, memory). These attacks are often executed
by botnets, the connection these attacks have with Honeypots is made by the
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residual traffic picked up during a DDoS attack. In the case of a SYN flood at-
tack as mentioned previously in the Low Interaction section, the attacker spoofs
tcp connection requests towards a server tying up all the servers available con-
nections thus denying any new connections to the server. Full connection TCP
DoS attacks are also possible but those will not be picked up by our honeypots
as they require a full TCP handshake to be completed (at the servers side and
is then ignored on the attackers side).

A UDP flood attack works by sending many UDP packets to a target on random
ports from multiple hosts and spoofing the host’s IP addresses, thus the targeted
host has to check whether the given port is open and reply to each UDP packet
with an ICMP packet relaying the status of the port. Often our honeypots or
honeynets will receive these replies as the spoofed IP addresses resolve to our
own. Low interaction honeypots on an internal network could also provide an
early warning system of worm propagation and malicious user activity.

5 Security Metrics and Data Visualization

Metrics quantify particular characteristic of data to facilitate insight in the
chosen subject area. Good metrics should be consistently measured, cheap to
gather, expressed as a cardinal number or percentage and have at least one unit
of measurement.

Our chosen security metrics thus determine what we are interested in learn-
ing and providing empirical data on. The outputs of which provide information
that could be used in risk analysis and threat mitigation. Honeypots are used
to gather data and if we wish to obtain any sensible information from that data
we have gathered we need to determine useful security metrics. In this section
I will outline some proposed metrics that could be determined from the packet
and honeypot data collected and what purpose they might serve.

From the definition of a metric above it becomes clear that a high interac-
tion honeypot does not provide a very good platform for measurements as it
violates consistency, cheapness and much of what is determined from high in-
teraction honeypot analysis is more geared towards qualitative measurement
than quantitative. Most of the security metrics in this section are thus aimed
towards low interaction honeypots and honeynets, although there are still some
interesting metrics regarding high interaction honeypots and they will be looked
at. The second part of this section will briefly look at some considerations when
representing data in a visual manner.
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5.1 Security Metrics

Raw data needs to be processed to produce information, information then needs
to be further analysed to yield insight. Insight into the data is what we accom-
plish by using the right security metrics.

Top n metrics provide a general overview of results, they don’t provide a very
specific insight into the data but they do allow us to summarise the data and
interpret the overall findings easily. Depending on the data grouping, different
values for n might be useful. Normally the larger number of groupings, the
larger you want n to be, preferably not greater than 10 though. An example of
top n metrics follows.

• Top 10 targeted ports

• Top 5 protocols used

• Top 5 rootkits installed

• Top 10 worms captured

• Top 10 geographic traffic sources

Top n metrics are normally expressed in a percentage of the total grouping
for instance 70% of all traffic received was TCP based. Another useful metric is
that of analysing data over a time series, allowing the observation of how data
was influenced and changed over time. This also allows us to show how different
data might influence each other, an example follows.

The number of probes per hour over a 24 hour period, such a line graph could
provide a good indication of worm propagation as the number of infections
increase. This metric could be extended to show the number of antivirus com-
panies including protection of the said worm over the 24hour period. The new
graph would have two lines, one indicating the infections, the other indicating
the number of application able to protect against the virus, from observing such
a graph it would be easy to determine how often users update their anti-virus.

5.2 Data Visualisation

The volume of data obtained from honeypots can easily overwhelm observers
and allow information to become lost within the data, to avoid this we provide
different mechanisms for interpreting the data. Some data can easily and very
effectively be represented by purely numerical means, other information hover
is much better interpreted when presented in a visual manner. The follow-
ing should always be considered when generating visual representations such as
graphs and charts:

Keep the graphic simple, colours might imply extra meaning or spark biases
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so try to avoid them. 3D graphics and shadows often distract from the actual
data. Always clearly indicate empirical data, graphs need to be observed in
context of the data.

6 Honeypot Detection

With the correct knowledge and tools it is possible to detect if a host is a hon-
eypot, in fact it is often possible to detect what type of honeypot software is
running on that host. This section will introduce some of the techniques used
to fingerprint honeypots, in so doing the section might appear to be providing
suspicious information but it is in fact necessary to understand an attackers
arsenal if we wish to understand, stop or slow them down.

One of the simpler methods of detecting if a machine is playing host to one
or more virtual honeypots is to perform a resource based time test on that ma-
chine. This can be illustrated by the following simple example, first you send
a 50 ICMP ping requests to IP address ’X’ and measure the reply times. This
gives you your base results, next send as many ping packets as possible to the
suspected host machine on IP address Y, this can be achieved with the f flag if
your running as root on a unix based machine. The ping flood will cause the
host machine (Y) to handle extra traffic and thus the latency increase should
correlate to any other connections on that machine. While the ping flood is in
progress send another 50 ICMP ping requests to host on IP address X, if the
latency significantly increases from the initial base results it will prove that IP’s
X and Y are connected to a honeypot.

A second and more elegant method of detecting honeypots on a host is by
observing the TCP timestamp used by network stacks to determine the Re-
transmission Timeout (RTO). The timestamp is updated at a certain frequency
from the physical clock in the machine, all physical clocks have a specific clock
skew which indicates the time they are gaining or loosing while they run (this
occurs in all physical clocks). By observing the skew over time we would expect
each different physical system to have their own unique skew. So by measuring
this clock skew and finding hosts that have the same skew it may be deduced
that those connections that share the same clock skew are running on the same
host. [12]

The last method I will look at when detecting a low interaction honeypot is
that of single packet fingerprinting. Single packet fingerprinting allows for fast
scanning of large portions of the internet. Taken from the 2004 Honeyd Security
Advisory 2004-001 is a method for detecting whether a system was emulated by
Honeyd. Due to bug in handling NMAP fingerprints, Honeyd would reply to
any TCP packet that had both the SYN and RST flags set.
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There are many other methods of discovering honeypots but this sections goal
was to provide a simple overview at some of those techniques. Once honey-
pots are discovered malicious users would often target them with DDoS attacks
and try to contaminate the data they are recording. The following section will
be looking at creating a framework for the secure data aggregation between
honeypots on different networks.

7 Information Aggregation, a honeypot democ-
racy

The following section provides an overview of a proposed framework for the
secure information aggregation between virtual honeypots/honeynets and some
central management server. This framework will provide a secure means of ob-
taining and combining information between many geographically and logically
distributed nodes.

In this framework there exists a form of communication almost as if the frame-
work is acting in a democracy. The Central Management Server has been elected
as the representative of the honeypots and it speaks to them and collects data
from them. It has access to the aggregated data and can perform some opera-
tions on that data and prepare it for further analysis.

To perform a detailed analysis on the packet data, a large collection of packets
is required. It is possible to use smaller sets of data and aggregate earlier in-
formation obtained from the data in further analysis, but this leads to a loss of
accuracy over time in our results. By implementing a data aggregating frame-
work one could assemble and manage large quantities of packet data. Allowing
for detailed analysis and no loss in precision in the results. Below is a diagram
depicting the kind of network the framework will be operating in, whitespace
crossed by straight lines represent the internet or any other form of network.

The framework will consist of a Management application that operates from
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the central management server, this management application will then handle
connections between itself and the nodes it will be aggregating data from. On
each client node (honeypot/honeywall host) there will be a corresponding php
script which when invoked by an authorised connection (the management appli-
cation) will encrypt and send packet data it has collected. The client side script
does also perform some pre-processing before sending the packet data. The
packed data will be divided into stacks, stacks will be limited by a predeter-
mined size and will simplify the packet aggregation process. The management
application will have the ability to add client node connections, connections
will have the following attributes: Name, IP Address, port number, username,
password. These attributes will be stored at the Management application (on
the CMS) and on the client side to verify a connection from the CMS.

The CMS will contain a data repository of aggregated packet data, the packet
data in the data repository will be stored in stacks, this allows us to search more
easily for the stacks by date and client node connection and will simplify the
aggregation process. The management application on the CMS will also be able
to export the packet stacks as single files (aggregation process). File formats
available will be xml and a sql dump file. The sql dumpfile will contain insert
statements that can be executed to add the packets to a database, before the
sql dump file is created database attributes may be set. Below is a screen mock
up for the proposed management application.

Also under consideration is building a dynamic packet formatting tool into
the management application, were by the user may specify how the formatting
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of the output should look. This would allow the application to easily export
files that may be used by other application such as Microsoft Pivot [2] or the
generation of Real-time black hole lists(RBL), which can be used to maintain
spam filters on mail servers.

8 Conclusion

Honeypots have proven to be a useful tool in collection of nefarious traffic on
a network. They overcome obstacles such as encrypted traffic by logging key
events and don’t produce as many false positives as IDS’s. The data they col-
lect provides an indication of large and small scale network events such as worm
propagation and port scans. High interaction honeypots also give us a the op-
ertunity to observe the methodical interaction of hackers(the bad kind) while
they infiltrate machines and exploit vulnerabilities. They allow us to collect
tools and analyse how these tools are used to exploit vulnerabilities. Honeypots
also serve as a mechanism to draw malicious attacks away from our production
machines as they are portrayed as a softer target or by providing a smoke screen.

The data aggregation framework will provide a seamless and secure point of
access to large quantities of packet data distributed across multiple honeypots.
It will lead to easier and faster access and analysis of packet data. The frame-
work also enables us to generate useful outputs such as pivot files, RBL’s and
custom outputs for use in other applications.

Network security is an increasing concern and by utilising honeypots to get
a glimpse of the nefarious side of network activity we are able to better prepare
ourselves against the onslaught of malicious entities circulating the internet.
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