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Abstract—The home of the future will contain digital devices 

such as HDTV sets, computers, digital cameras, DVD players, 
and cell phones. IEEE 1394 is increasingly being used by the 
manufacturers of these devices as a way to connect them 
together. In current implementations only 64 of these devices 
can be connected together to form a single bus network.  That 
number can be extended to 64K by using bus bridges. This 
paper examines the current Linux and Windows IEEE 1394 
driver stacks and identifies the changes required to make them 
IEEE 1394.1 bridge compliant. 
 

Index Terms— IEEE 1394.1, 1394 bridge aware device 
drivers 
 
 
1.0 Introduction 
 
IEEE 1394 is a high-speed serial bus protocol that allows 
data transfers at speeds of 100, 200 and 400 Mbits per 
second. Two modes of data transfer are available. 
Asynchronous mode which offers guaranteed packet 
delivery and isochronous mode which offers guaranteed 
bandwidth. 80% of the available bus bandwidth is allocated 
to isochronous transfers and the rest gets used by 
asynchronous transfers [Anderson, 1999]. The former is 
especially of interest to digital audio and video applications. 
1394 devices are plug ‘n play aware. In other words every 
time a new 1394 node is inserted or removed into a bus, 
device enumeration takes place. 
 
Available consumer products include storage devices such 
as high capacity hard drives, digital video cameras and set 
top boxes that allow conversion of analogue TV signals into 
MPEG streams to be broadcast on a 1394 home network.  
Most of these devices are used in a single 1394 bus setup.  
The 1394 specification defines the maximum number of 
nodes permitted on a single bus to be 64 nodes. Up to 1024 
buses can be connected to each other to form a network. 
Two buses can be joined using a bridge whose job is to grab 
packets and route those destined for foreign buses. The draft 
IEEE 1394.1specficiation defines the requirements for 1394 
bridges and bridge aware devices. Currently there are no 
1394.1 capable bridges available on the market. Adding 
1394.1 functionality in the current 1394 drivers will enable 
existing 1394 devices to operate in bridged environments. 
This will enable the setting up of large 1394 networks with 
node count not exceeding 64K (65536). 
 
2.0 The Linux 1394 Driver Stack 
 
The current 1394 Linux driver stack is shown in Figure 1.0 
Driver names are derived from their source filenames. The 

bus interface (Ohci1394) allows access to the physical 1394 
card’s PHY and LINK chips. The core (Ieee1394) provides 
a uniform view of the 1394 bus through a highlevel 
interface. Above the core is a generic driver, raw1394, 
which allows raw 1394 read/write/lock operations. Various 
other drivers exist (e.g. Dv1394) that bypass the core and 
utilise the bus interface directly, as shown in figure 1.0. 
 

 
Figure 1.0: The 1394 Linux Driver Stack 
 
 
3.0 The Microsoft Windows 1394 Driver Stack 
 
The Microsoft Windows 1394 stack is very similar to that of 
Linux. At the lower end there is a port driver, known as a 
host controller. In Figure 2.0 the host controller for an OHCI 
compliant interface card is shown. Above it there is a driver 
that performs the basic functions of a 1394 driver, such as 
sending and receiving packets. Specialised drivers sit on top 
of this layer, shown in the figure as device driver A and B. 
These can be driver specific to each 1394 device e.g. a 
digital camera, a speaker etc. 
 

 
Figure 2.0: The 1394 Windows Driver Stack 
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4.0 Differences between the two Stacks 
 
Although the two driver stacks discussed earlier appear very 
similar their internal workings are different.  In Linux each 
of the blocks shown on Figure 1.0 is known as a module. 
Modules can be dynamically loaded into, or removed from 
the kernel at runtime. Data between the different layers is 
exchanged in various forms, the predominant form being the 
use of a structure. Components of each layer, called 
modules, know about functions available to them and they 
call those functions to make use of them. When a module is 
loaded into the kernel at runtime that module can register all 
functions it exports to the kernel’s symbol table and any part 
of the kernel can access those symbols, including any other 
loaded modules [Rubini, 2001]. 
 
In Windows the driver layers shown on Figure 2.0 are 
divided into three categories. Bus drivers, Functional drivers 
and Filter Drivers [Oney, 1999]. Filter drivers are optional 
components, the other two must be present in every driver. 
In Figure 2.0, Ohci1394 is the bus driver, and Ieee1394 is 
the functional driver. Filter drivers can be located in the 
layer between a bus driver and functional driver (lower filter 
drivers) or in the layer above the functional driver (upper 
filter drivers). The function of filter drivers is to apply some 
sort of transformation on the data before it gets to a 
functional or bus driver. Data between the different layers is 
exchanged using a standard structure. This structure is called 
an IO Request Packet (IRP) [Oney, 1999].  
 
5.0 Driver Development Environments 
 
In order to develop Linux device drivers, kernel sources, 
which are publicly available under the GPL license, are 
required. A C compiler such as GNU’s GCC which comes 
standard with every installation of Linux is also required. A 
simple makefile can be used to compile modules. The 
compiled modules can then be loaded into the kernel using 
module loading utilities such as insmod. In contrast driver 
development on the Microsoft Windows platform requires 
the installation of a device driver development kit (DDK) 
which is available by subscribing to the MSDN 
development network or must be purchased from Microsoft. 
It will come with a build tool that will allow the compilation 
of drivers using an existing installation of Microsoft’s 
Visual C++ compiler. The developer is then required to 
create an INF file which contains details of how the driver is 
to be installed.  The INF file is used to install the driver. 
 
6.0 Adding Bridge Awareness to the Current Drivers 
 
1394 bridges are responsible for joining two 1394 buses. 
They manage a FIFO queue for isochronous and 
asynchronous packets. They maintain a routing table used 
for selective forwarding of packets [IEEE, 2001]. In a 
bridged environment identification of local nodes and nodes 
on foreign buses is performed using global node IDs. These 
global node IDs are managed by bridges. Stream 
management, discussed in section 6.6, is another function of 
bridges. 
 
Enabling 1394.1 bridging support in the windows driver will 
require getting source code for the driver stack from 
Microsoft. Both the hardware interface driver (ohci1394) in 

figure 2.0 and the 1394bus driver have to be modified. Since 
Microsoft’s operating system components are proprietary, 
this isn’t possible. Microsoft does have a team working on 
1394 drivers and it is left to them to add 1394.1 bridging 
capability in their driver [Microsoft, 2002]. Otherwise 
reimplementation of both the ochi1394 and 1394bus drivers 
will be required in order to perform independent 
modifications. 
 
One of the major advantages that Linux has over Windows 
is that it is 100% open source. Both kernel and 1394 driver 
sources are available. Currently the 1394 Linux driver 
project is hosted at http://linux1394.sourceforge.net/.  
Examination of the existing sources and interactions with 
the current driver developers revealed that the current driver 
was not bridge aware at all. The following requirements 
were identified from the 1394.1 specification as being 
mandatory for bridge aware drivers to implement: 
 
6.1 Indication of bridge awareness 
 
All bridge aware devices must set bit number 28 of the bus 
information block in their configuration ROM, memory 
address CSR_REGISTER_BASE + 0x408, to 1. This makes 
it possible for bridge aware nodes to be identified by bridges 
as such. (1394.1 spec section 9.2.1 [IEEE, 2001]) 
Implementation: 
This requirement was achieved for OHCI compliant nodes 
by setting the required bit to 1 in ohci1394.c in function 
ohci_initialise where a local node’s bus information block is 
initialized. 
 
6.2 Remote timeout 
 
Timeouts for local and remote transactions are different. 
Remote transactions may be delayed depending on network 
topology. Remote timeout values are obtained by using a 
bridge management message sent to a target bridge. Section 
6.6.1 of the 1394.1 spec [IEEE, 2001] defines the 
TIMEOUT bridge management message which is used for 
this purpose. 
Implementation: 
See section 6.5. 
 
6.3 Bus reset and quarantine 
 
All bridge aware nodes require the implementation of the 
NET_GENERATION register (Section 9.2.3 of the 1394.1 
spec). After a bus reset they are required to remain silent 
until the quarantine bit (bit 0) in this register is cleared. This 
is done by a bridge when normal bus usage is ready to 
resume. A node should set this bit to 1 after every bus reset 
when it detects the presence of a bridge on the bus. This can 
be done when self id packets are received. Section 5.1.1 of 
the 1394.1 spec [IEEE, 2001] defines new bits in self-id 
packets that are set to indicate whether a particular node is a 
bridge or not. 
Implementation: 
Current valid register addresses are defined in csr.h. Csr.c 
contains the implementation of CSR registers. Handling of 
the NET_GENERATION register has been added to csr.c in 
functions read_regs, write_regs and lock_regs. In  
ieee1394_core.c the function hpsb_selfid_received has the 
quarantine bit set to 1 if the self-id is that of a bridge. In 



function hpsb_send_packet, the quarantine bit is checked 
and if set, the send is aborted. 
 
6.4 Differentiation of remote and local packets 
 
A bridge aware device should only be able to receive 
packets addressed to itself. Thus for example, packets with a 
destination address of node id-1 bus id-0xff should not be 
picked up by node id-1 bus id 0x3ff (local bus), as is the 
case in the current driver. 
Implementation: 
The above check is performed in ieee1394_core.c in 
function hpsb_packet_received and the packet is ignored if 
it isn’t destined for the local bus. 
 
6.5 Bridge management messages 
 
Bridge aware devices are required to send and receive 
bridge management messages to and from bridges. One such 
message is mentioned in section 6.2. Other messages, for 
example stream management messages, are defined in 
section 6.6.2 of the 1394.1 spec [IEEE, 2001]. Stream 
management is described in detail in section 4.6 of the 
1394.1 spec. Bridge management messages are sent using 
block write requests that contain a data payload conformant 
with the bridge management message format, addressed to a 
node’s or bridge’s MESSAGE_REQUEST and 
MESSAGE_RESPONSE registers. These registers are a 
new set of registers that must be implemented by bridge 
aware nodes. GASP bridge management messages can also 
be sent to all or some bridges (section 6.5 of the 1394.1 
spec). 
 
6.6 Stream management 
 
Three different entities participate in stream management, 
namely the controller, talker and listener as shown in figure 
3.0. A stream path is established between a talker and one or 
more listeners. (See section 6.6.2). The resources used by 
the stream path are managed by the bridges that lie along the 
path.  
 
6.6.1 Snarf field 
 
A new snarf field is defined in the block write packet header 
that indicates which bridges may intercept a block write 

request to a MESSAGE_REQUEST/RESPONSE register 
(Section 6.5 of the 1394.1 spec [IEEE, 2001]) Normally a 
bridge grabs all packets on the local bus and forwards those 
destined for remote buses without examining a packet‘s 
contents. If it sees that the packet’s snarf field is set in such 
a way that it has to process the packet’s contents as a bridge 
command, it will treat it as such. Otherwise it will forward 
the packet. Block write handlers in the current driver need to 
be modified to enable the setting of the snarf field by bridge 
aware nodes i.e. controllers or bridges.  
Implementation: 
MESSAGE REQUEST/STATUS registers have been added 
to csr.h, csr.c. 
The ability to set snarf fields needs to be added to 
ieee1394_transactions.c. in function fill_async_writeblock. 
 
6.6.2 Stream Management example 
 
The controller shown on figure 3.0 sends a JOIN request 
addressed to listenerX. The packet containing the JOIN 
request would have its snarf field set so that only bridge B3 
can intercept it. B3 then reserves resources i.e. channel and 
bandwidth for the bus on which listenerX is on and sends a 
JOIN request to TalkerX. The packet containing this JOIN 
request will have its snarf field setup so that it gets 
intercepted by B2 then B1. Further B2, then B1 will allocate 
resources for the stream as the packet travels towards 
TalkerX. A stream would then have been established 
between TalkerX and ListenerX. 
 
7.0 Conclusion 
 
1394 is a high speed serial bus protocol being used by a 
growing number of digital devices for interconnection.  
1394.1 bridging allows a large number of these devices, up 
to 64K, to be connected to each other. Enabling this 
functionality in current drivers will allow existing and future 
devices to be connected to each other in building high speed 
home and office networks. The Linux operating system was 
found to be a viable platform for 1394 driver development 
due to its modular architecture, fast development time and 
its open source licensing scheme. It matches the 
functionality offered by the Microsoft Windows architecture 
which is largely proprietary. 
 

 
Figure 3.0: A 1394 Multi-bus network. The talker could be a device like a set top box that transmits an MEPG2 

stream and the listeners could be devices that pick up the stream and display it.  E.g. an HDTV. The controller is an 
application that manages connections between talkers and listeners. 
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